
Sound System Measurements using Time Delay Spectrometry  
This web site is part of a project done for Dr. Baraniuk's ELEC 301 class (Fall 2000) at Rice University.  

 
  

What is TDS? 
 
TDS, or Time Delay Spectrometry, is a technique that can be used to measure the system response of 
electro-acoustical systems (such as a loudspeakers) in "real-world" reverberant environments. The technique 
can also be expanded to measure the system response of an acoustic environment such as an auditorium or 
concert hall. TDS lends itself naturally to obtaining three dimensional TEF (time-energy-frequency) plots of 
system response. Although the mathematical and conceptual basis behind TDS have been known for quite 
some time, the TDS technique itself is usually credited to the late Dr. Richard Heyser, who first published the 
technique in the 1967 Journal of the Audio Engineering Society.  
 
This Project 
 
This investigation presents a broad overview of some of the electro-acoustical measuring techniques used 
by real-world electrical engineers, acousticians, and sound system designers. We focused on researching 
TDS, but in no way limited our research efforts in that direction. After searching for a unified source of 
information on electro-acoustical measuring techniques, we found few sources of information that gave us a 
broad overview about the mechanisms and practical applications of the various techniques that we have 
tried to present.  
So, we decided to try to do it ourselves. Our attempt is by no means complete, and this investigation will 
definitely continue in the years to come. Hopefully, we will be allowed to update this web-site to make 
corrections, add information, and perhaps even add practical case studies for real-world problems. 
Think globally, act locally, and don't work too hard. ;-) 
And don't forget to get into it! 
BTW, we used a software package called Mac the Scope™ to make our measurements. 
  
The group consists of (in alphabetical order, of course): 
Lisa Alford (the short one)--research, posterboard layout, conceptual lifeguard 
Adam Brickman (meow)--research, posterboard layout, sequential concept explainer 
John Glassmire (mmm . . . beer)--research, posterboard layout, graphics, all-around workhorse 
Tejus Gohil (the fat one)--research, TDS measurements, web-page, ultra-global nut 

  
 

The Problem 
How do we measure the system response of a loudspeaker in a reverberant environment? 

 
If we assume that the system under test is LTI, we can completely describe the system using either one of 
the two system responses, since they are related by the Fourier transform. The impulse response implies the 
frequency response and vice versa--each one is saying the same thing, just in a different way. 
Trying to measure the system response of a loudspeaker system in a "real-world" environment can often be 
quite challenging. Given the finite voltage handling limits of a real-world speaker system, any attempt to 
apply an impulse function at the input terminals would cause the system to turn into a chunk of smoldering 
carbon, or at the very least, cause our system to become nonlinear. 



Getting a frequency response, on the other hand, seems relatively simple. We could just feed in an electrical 
input signal X(f), note the mechanical (pressure) signal, Y(f), coming out of the system, and then divide the 
frequency output by the frequency input to get our transfer function H(f)=Y(f)/X(f). 
In a real-world environment, however, using the technique described above would lead to a flawed transfer 
function. 
Why?  
Sound is a compression wave in air, and most rooms are comprised of surfaces (walls, floors, ceilings, not to 
mention furniture like desks and chairs), that cause acoustical scattering of the wavefront emitted by the 
speaker. Surfaces inside the room tend to reflect, transmit, and absorb sound to varying degrees. How a 
surface acts varies greatly depending upon its composition, but hard surfaces like tile tend to reflect sound, 
although some materials, like metal, can act as 'conductors' or 'transmitters' of sound. Softer surfaces, on the 
other hand, like carpet and foam, tend to absorb or 'damp' sound. 
One solution to this problem is to create an environment that allows for no acoustical scattering. Such 'dead 
rooms', also called anechoic chambers, are usually very expensive to build and maintain. 
What we need is a method to measure the response of such as system regardless of the acoustic 
environment in which the system is located.  
One solution, usually credited to the late Dr. Richard Heyser, is called Time Delay Spectrometry. The 
technique was first published in the Journal of the Audio Engineering Society in October 1967. 
  

  
How TDS Works 
Since we are working in a "real-world" reverberant environment, any wave emitted by the loudspeaker will be 
reflected off surfaces in the room, we need a method that will consider only the "direct path" waves--those 
emitted only by the loudspeaker. In other words, we need to filter out the extraneous sounds that are 
contributed by the room--we need a way to accept only the direct wave from the loudspeaker into our 
microphone that is measuring the system response. 

 
We accomplish this by creating a bandpass filter tuned to a given frequency, leaving the system on for the 
time it takes for the wavefront to reach the microphone from the loudspeaker, and then turning the system 
off. We then shift the loudspeaker to a new frequency, re-tune the filter to the new frequency, and then 
repeat. 
Alas, we would like to test the loudspeaker system response for a given range of frequencies (say 20 Hz to 
20 kHz, the range of human hearing). Using this system, we would need to repeat the experiment for every 
frequency in the range. We need a practical method to measure every frequency in a given range. 
One way around this obstacle is to use a linearly swept sine wave (also called an FM chirp) as our input 
signal. A swept sine wave has the formula x(t) = sin(k*t^2), where k is called the sweep rate, and has units 
of Hz/second. The swept sine wave starts at zero frequency, and "sweeps" linearly upward toward higher 
frequencies. 

 
Since our input signal sweeps, our filter must also sweep upward at the same rate. However, our filter must 
always sweep a certain amount of time behind the input signal. In other words, we must account for the time 
it takes for the emitted wavefront to reach the microphone. This delay is usually constant, given that the 
microphone and speaker do not move relative to one another. This delay is a time offset, but it is usually 
referred to as the frequency offset, since the center frequency of the bandpass filter is always slightly behind 
the frequency of the signal emitted by the speaker. 



 
We can quantitatively determine certain variables within our system, including the time offset of our tracking 
filter and the bandwidth of the tracking filter. Assume that the speaker and the microphone are a distance X 
apart, and let Ft represent the pressure wave emitted by the speaker, and Fr be the pressure wave received 
by the microphone. The difference between the received and transmitted signal is: 

Fr - Ft = [X (dF/dt)] / c . 
Here, c is the speed of sound and dF/DT is the sweep rate of the signal (usually in Hz/second).  
If our tracking filter has a bandwidth B Hz, then our sweep tone will travel some dX in space while within the 
bandwidth of the filter. Since our filter is not ideal, we must further define dx as the region in space where the 
signal power is at least half of its maximum value. We can call dx the space equivalent bandwidth, and we 
can relate it to bandwidth B, speed of sound c, and the sweep rate dF/DT 

dx = B [ c / (dF/DT) ] . 
  
Measuring Room Response 
We can further expand the concept of time delay spectrometry to measure the complete system response of 
a sound system, including the reverberant environment. We must simply slow down the sweep signal so that 
some of the acoustical scattering from the room surfaces leaks through our tracking filter. Essentially, our 
goal is to let the room reach steady-state equilibrium at each frequency before moving to a new frequency. 
By taking measurements at progressive time intervals, we obtain a plot of sound pressure as a function of 
both frequency and time. 
Since we are assuming that our system is LTI, we may think of each reflecting surface as a loudspeaker 
image. Our system is a series of loudspeaker images, each system having its own unique transfer function. 
Each transfer function is the product of a spectral energy distribution from each surface, S(w) and a linear 
phase coefficient, e^(-jwt). The system response is the sum of all of these individual surface responses: 

. 
The impulse response of the system is given by the Fourier transform of R(w). 

. 
Now that we have the system response, we can obtain a response for any given input signal. This input 
signal is often called the program material, and is denoted by p(t) or P(w). In the time domain, the output for 
any given program source p(t) is the convolution integral of the program signal and the room impulse 
response: 

. 
Note that this analysis is valid only for a given combination of speaker and observer. Our system response is 
not a general characteristic for a room but it is related to the "true" room response. In most practical 
situations, the system response given a stationary observer and loudspeaker system is all that is needed. 
  

 
Applications 
 

Loudspeaker System Measurements 
Determining the on-axis response of a loudspeaker system 
The on-axis response of a loudspeaker is measured with the test microphone 
pointed directly at the loudspeaker. In other words, the observer is directly in front of 
the loudspeaker. Note that the loudspeaker and microphone must be at the same 
height in order to measure the true on-axis response. Below is the frequency 
response (both magnitude and phase are shown) of a single Yamaha Club Series III 
loudspeaker. This measurement was intentionally taken in an reverberant 



environment (the sixth floor lobby of Sid Richardson College at Rice University). The 
dB scale is marked relative to digital full-scale (0 dBFS is equivalent to digital 
clipping!), and the way our system was calibrated, the range corresponds to roughly 
±3dB, which agrees reasonably with the manufacturer's specifications. 
 

 
System response shown here with logarithmic frequency scaling  

Click here for system response with linear frequency scaling 
 
Determining the off-axis response of a loudspeaker system 
The off-axis response is measured when the microphone is rotated on a circle a 
given number of degrees. We can consider the observer as being at an angle from 
the loudspeaker. Also, instead of moving the test microphone, we can obtain the 
same result by rotating the speaker by the angle for which an off-axis response is 
desired. 
 
Acoustical Characterization of Materials 
Just as electrical systems and components can be said to have an electrical impedance, 
acoustical systems also have an acoustical impedance. This acoustical impedance is made 
up of a resistive component and a reactive component, just like its electrical counterpart. We 
can describe the acoustical impedance using a complex frequency response (transfer 
function) or an impulse response. We may characterize the acoustical impedance of a given 
material using the TDS technique. 
 
Reflection Characteristics 
We can obtain a "reflection response" for a given material by facing the speaker 
toward the material, and then facing the microphone away from the material and 
measuring the system response. Note that we must take 'space loss' (the sound 
absorption response of the air space in the room) in order to get a more accurate 
reflection response. One can usually compute space loss, although it can also be 
measured by applying TDS or other measurements techniques. 
 
Transmission Characteristics 
Similarly, if we wish to obtain a "transmission response" for a given material, we 
compare the on-axis response to the on-axis response with the material placed in-
between the speaker and the test microphone. 
 
Acoustical Response of a "Room"  
The acoustical response of a room can be determined as discussed earlier. We 
tested the response of the sixth-floor Sid Richardson lobby from 20 Hz to 10 kHz. In 
this plot, the horizontal axis represents frequency, vertical axis represents time. Note 
that the vertical axis goes downward as time increases, and that this so-called 
"waterfall" plot shows the swept sine wave increasing in frequency as time 
increases. The colors on the plot represent energy, and we can think of the third 
axis on the plot 'sticking out' (as the colors go from black and purple to red, the 
energy increases). 



 
Click on the image for a more in-depth look. 

 
We can see the room "responds" very well at low frequencies, even as the sweep 
increases in frequency. We can hear often this concentration of power in the low 
frequencies when we listen play music in the room. One might call it a 'boomy' room. 
If it is desired, one may damp out this 'boominess' by placing "bass traps" made of 
special acoustical foam in selected locations around the room. Where and how to 
place these traps in a given room is just as much of an art as it is a science. 
 
The Big Picture 
Keep in mind that in each case we are measuring the entire system, from signal generator to microphone, 
when we use these methods. We are also assuming that our system is LTI. Recall also that the sweep rate 
of our test signal lets us determine how much or how little of the room we wish to consider in our 
measurement. If the sweep rate is quick, very little of the room is considered, while if the sweep rate is slow, 
more of the room response is taken into account. In order to obtain a 'true' room response, we must sweep 
our sine wave very slowly. It took almost three minutes in order to go from 20 Hz to 10 kHz for our room 
measurement! 
  
Theoretical Acoustics 
We must always keep in mind that we are selecting one particular input and output location (speaker and 
observer location). A real room has several recognizably different responses at best, and a rigorous model 
would use partial differential equations to model our real-world, infinite input, infinite output system. TDS 
measurements may help guide and reinforce theories developed by acousticians. One popular group that 
studies acoustics is the Acoustical Society of America. 
  

 
Other Measurement Technique 
 
Since we are trying to find an impulse response, what we are really doing is using our test signal (swept sine 
wave for TDS) to model an ideal impulse function. As we increase the amount of energy per unit time 
contained in our test signal, our measurement becomes more and more like the 'real' impulse response. We 
must have as much energy in our signal as possible in order to maintain a high signal-to-noise ratio for our 
measurement. This is especially important in an environment where ambient noise levels are high (in real-
world venues, we must consider HVAC, industrial sounds, and possibly even things like audience noise).  
 
One convenient measure of how much energy our signal contains per unit time is the crest factor. The crest 
factor of a signal is simply the ratio of peak value of the signal and the RMS value of the signal: 
 

crest factor = (peak value) / (RMS value). 
 

Ideally, we would like our crest factor to be as close to 1 as possible. Since our peak value and RMS value 
would be the same, we cannot have any more energy per unit time in our signal, and our input signal can be 
said more closely resemble an idealized impulse. 



Our swept sine wave input has a crest factor of sqrt(2), which is approximately 1.4. 
Another kind of input signal, which has gained a great deal of popularity in the last few years, is called an 
MLS, or Maximum Length Sequence. An MLS signal is simply a series of pseudo-random pulses 
generated by an MLS random number generator. Usually, these pulses are white or pink noise signals (pink 
noise is like random white noise, but it has equal power for each octave in the frequency domain). 
The crest factor for MLS is very close to 1, so it makes sense to use this kind of input signal when we need a 
high signal-to-noise ratio for our measurement. MLS works well for the noisy real-world environments that 
are ever so prevalent in acoustics testing. 
 
So why do we still use swept sine waves? 
 
If we want to measure the impulse response of a system using MLS, we input an pseudo-random MLS signal 
and measure the output of the system. In order to get the impulse response, we must compute the cross-
correlation between the input and the output. A cross-correlation is a way of determining how similar two 
signals are using a weighted moving average. A correlation is like a convolution, except neither signal is 
'flipped'). If we can use convolution to compute the output of a system with a known impulse response, then 
we can use correlation to compute the system impulse response from a given input and an output. Or, put 
differently, if convolution is like multiplication in the frequency domain, correlation is like division in the 
frequency domain. 
In order to compute frequency response from our impulse response, we must use the FFT. This is where 
swept-sine wave techniques may be better in some cases. When we take an FFT of a time-domain signal, 
any frequency that is not centered inside an FFT bin may not be measured at its full value. How this happens 
in the frequency domain depends on the time-domain window used in the FFT (a square window has a sinc 
function as its Fourier transform). 
In any case, as a given frequency moves away from the 'kernel' (this is the frequency domain equivalent of 
our 'window'), the measured value in the frequency domain starts to dip as the frequency moves between the 
FFT bins. This is usually called scallop loss, but some people also call it picket fence loss because of the 
way the dips look in the frequency domain. Another, more simpler way of explaining this loss is by realizing 
that FFT windows tend to attenuate signals at both ends of the window (in order to make it periodic and 
prevent aliasing). Since the window reduces overall power in the time domain, the same power is lost in the 
frequency domain, and the amplitude measured in the frequency domain at a particular frequency is not 
always the "real" amplitude. The FFT bins may contain contributions from 'other' frequencies, and may even 
contain broadband noise, which causes the signal-to-noise ratio of our measurement to decrease.  
When we use swept-sine waves to measure the response of a system, we are using a tracking filter in the 
frequency domain and directly measuring frequency response, and the measurement can be spaced at 
either linear frequency steps, or at logarithmic frequency steps. Using swept-sine measurements, our 
amplitude and frequency measurements are more precise. Our frequency response using swept-sine wave 
techniques may be more accurate and more precise than using other techniques. Of course, as stated 
above, MLS is more resistant to ambient noise because the signal contains more energy per unit time. Also, 
if an impulse response is desired, MLS may be the way to go. 
In the real-world, there are many more considerations that are constantly coming up. Recent editions of 
publications like the AES Journal contain many arguments that could lead one to go either way when 
considering which technique to use, depending on each given situation. 

 
 

Future Projects 

• Case studies for different loudspeakers 

• Case studies for different materials 

• Case studies for different sound systems in different rooms 

• Investigations of instrument and microphone placement in rooms (each combination of 
microphone and instrument or instrument amplifier can be modeled as an LTI system) 

• Programming TDS, MLS, or dual-channel FFT analysis algorithms onto a DSP for sound 
system measurements 

• Really, the applications are limitless. Use your imagination! 
 


